
Lambda And Kappa Architecture for Computing Stocks Price 
Statistics 
 
Problem Statement: 
Compute NVIDIA closing stock price statistics using Lambda and Kappa Big Data Architectures. 
Speed Layer will compute immediate data statistics. 
Batch layer will compute stored batch data statistics. 
 
Technology Stack: 
Alpha Vantage API​ for NVIDIA stock price data (7 days data with 1 min interval) 
(​https://github.com/RomelTorres/alpha_vantage​) 
Notebook - AlphaVantageTS - this notebook is available in spark folder 

 
 
Falcon Web Service​ for posting stored stocks data in JSON as kafka streams (works as a  
kafka producer). ​Kafka​ is used to process streaming of stock prices 
 
Zookeeper​ to manage kafka resources 
 
Spark​ is used to implement the business logic in speed and batch layers in architectures 
 
Steps​ to reproduce the lambda and kappa architectures: 
 

1. docker-compose.yml: 
a. Change volumes as per your system drive in docker-compose.yml 
b. cd to folder where docker-compose.yml resides 
c. execute docker-compose up --build 
d. Above command will fetch and create containers for falcon, kafka, cassandra, 

zookeeper and spark 

https://github.com/RomelTorres/alpha_vantage


 

 
 
 
 
 



2. sh into cassandra container 
a. execute init.sql to create tables for data storage 
b. csqlsh -f bdr/init.sql 

 
 

3. Simulate streaming data from falcon service and input to kafka producer for streaming 
a. cd data folder 
b. ./user-simulator.py 

 
 
 
 
 
 
 
 
 
 
 



4.  LAMBDA ARCHITECTURE: 
 
The batch and speed layer of the lambda architectures are implemented using PySpark. 
The streaming data is fetched from Kafka producer, processed to compute stock price 
statistics and finally the data and results are saved to Cassandra, and later the results 
are served using Falcon service. 
 

5. Process Streaming Data  Using PySpark 
a. Open Notebook - Lambda - Stream - Stocks Statistics on localhost:8888 home: 
b. Execute the cells to implement speed layer of the lambda architecture 

 
c. Speed Layer process the immediate Spark RDD stream from Kafka producer 

 



d. Stream Statistics are saved to lambda stream statistics table 
The following screenshot shows the stream statistics. The table shows date, 
mean value and standard deviation with number of records in the stream. The 
date is not in sorted order, so the data is not ordered. Nevertheless we can see 
the stream statistics on different time slots. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



e. And all the streamed data is saved to cassandra for batch computation 

 
6. Process Batch Data Using Spark: 

a. Open Notebook - Lambda - Batch - Stocks Statistics on localhost:8888 home 

 
b. Execute cells to execute the batch layer of the lambda architecture 

 



c. The statistics of stocks data batch are saved to cassandra 
d. Access stored results using Falcon requests 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 



KAPPA ARCHITECTURE:  
 

7. In Kappa architecture, every data is considered as a stream and processed accordingly. 
We only need to implement one layer. This layer would be compute intensive. As the 
stream size can be varied according to requirements. 

a. Open Notebook - Kappa - Stocks Statistics on localhost:8888 

 
b. Execute cells for Kappa Stream layer implementation 

 



c. Saved the data and results to Cassandra (two streams of data size 1821 and 
1945) 

 
d. Access results using Falcon requests 

 

 
 

 
 

 
 


