
Lambda Architecture on Airline Data:

1. Understanding of Data:

I am using airline cancellation and delay data over different years. The dataset contains 
details of the flights which were canceled or delayed. Also, it maintains the arrival and 
destination time delay in minutes. It can be downloaded from Kaggle (Airline Delay and 
Cancellation Data). 

EDA on data using jupyter notebook:
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https://www.kaggle.com/yuanyuwendymu/airline-delay-and-cancellation-data-2009-2018?select=2018.csv
https://www.kaggle.com/yuanyuwendymu/airline-delay-and-cancellation-data-2009-2018?select=2018.csv
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2. Domain Knowledge

For the batch processing, I am using airline data for years 2017 and 2018. The data exists in 
tabular form which is around 1.2 GB. I will be executing a hadoop map/reduce job to 
calculate the average delay time in flights over the years. Firstly, the delay time can be 
analyzed by filtering the canceled flights. That is; removing the rows with ‘CANCELED’ 
column as 1. Next, a delayed flight can be defined  as arriving late to the destination so the 
‘ARR_DELAY’ column value will be positive and greater than 0.
For streaming layer, spark will be used which will take data streams from redis. It will 
execute a script to calculate average flights delay in a month. Each data stream from redis 
will be for each month and spark will read it execute the script. The output is save to redis 
table which consists of month and the average delay. The script is executed with the above 
analysis that a delay flight will have ‘CANCELLED’ value 0 and positive delay values are 
considered for average.
The serving layer will show the results from batch and streaming layer.
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3. Methodology

Architecture Diagram:

4. Technical Details

Initially I worked on Redis lab commands which are:
Redis is an open-source in-memory key-value data store. It can be used as a database, cache and, 
message broker, and supports various data structures such as Strings, Hashes, Lists, Sets, and more.

Installation in Ubuntu: 
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Hadoop (HDFS) MongoDB

Hadoop File System in separate 
docker container on same bridge 
network for batch processing

map/reduce job

Redis is in separate container which communicates 
to MongoDB container and creates stream data. 
This stream data is used to create streams in redis 
and executed by spark. Spark in separate docker 
container on same bridge network will be used for 
streaming layer and will process data.

Create python script to import 
data in mongoDB from 
downloaded csv files 
containing dataset. 

Serving layer in a 
separate container on the 
same bridge network. It 
shows the results from 
batch and streaming 
layer. Jupyter Notebook 
is used to show the 
results from both layers.

Database in separate docker 
container on bridge network

Spark Redis

Redis 
streams



 
Redis cli: Check if redis is running
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Get and Set key value:

 
Commands to information about client connected:
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List all databases and select any database by index. All the databases are listed with indexes such 
as; db0 which this database is on 0 index. 
 
Echo and Ping can be used to display any message. Quit closes the connection.
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Lambda Architecture:
I- Database (mongodb layer)

Creating docker-compose.yml file for mongo db container
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Get the docker container id and inspect it to see the IP address
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Execute the python script from docker to test the mongodb connection

 
Creating python script to save data in mongodb
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Saving data from 2018.csv and 2017.csv which is placed in mongo-app folder. These csv files are 
header based so starting with first index and inserting data into database. 
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Connecting to mongodb to check that data is inserted in airline database.
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II- Batch processing layer:
Pulling image for hadoop container
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Updating docker compose to add another container for hadoop which links to pymongo container 
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Hadoop container is correctly set up which can be viewed as: 
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The network used to connect both containers is: tazeen_bridge which is a user defined bridge 
network. Both containers are connected on the same network which can be seen in below 
screenshot.
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Now getting data for hadoop batch processing from mongodb. First checking the IP address to 
connect to database using pymongo container
.
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Creating multiple python scripts to export mongodb data for hadoop container. Because scripts take 
a lot of time in processing and stuck due to less resources. Each script creates text file data for 
specific months, total data is used from 1/1/2017 – 31/5/2017 and 1/1/2018 – 31/5/2018.  The 
screenshots for batch-data.py is added below, on it’s execution mongodb data is exported in text 
files shared using same bridge network. 
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After execution, same file is updated for different data.
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Executing the scripts by the following command
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After executing the batch-data.py script with different data, two files batch-data.txt and batch-
data1.txt are created which will be used in HDFS.

Now taking the above created files shared on the same bridge network as input files for hadoop and 
executing a map/reduce job. The map/reduce job calculates the average delay time minutes for each 
year. The data consists of canceled and delayed flights. Firstly, removing the canceled flights to find
the correct delay time. Secondly, only considering the positive delay time as negative represents the 
flights were departed late. The map and reduce job files are shown below.
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Now putting these batch data files (batch-data.txt and batch-data1.txt) in HDFS. A new folder is 
created as /user/input which will be for hadoop input data and output will be saved in /user/output.
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The job is successfully executed and output is saved in /user/output. The output can be viewed as 
‘cat /user/output/part-00000.txt’ which contains the output on success.

  
Navigating to hadoop url to see the applications as below:
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III- Streaming Layer 
Now starting the spark job with redis as streaming layer. The data will be read from mongodb and 
streams will be created in redis which will be used in spark for processing.

The dockerfile for spark is created as following:
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Updating the docker-compose.yml file for streaming layer. Spark master and worker docker are 
created as separate dockers and another docker is created for redis.
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Spark is configured correctly and opening spark master terminal:

  
Navigate to localhost:8080 to see spark master is running.
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To create streaming data, a text file is generated with redis streams from mongodb database. The 
data for November and December 2018. The mongodb script is saved as mongo-app/create-stream-
data.py to generate data is below. I will only find the data for the flights which are not canceled, 
therefore, column ‘CANCELLED’ should be 0. 
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Now executing the script in mongo db docker container. It will create two stream data files as 
tream-data1.txt and stream-data2.txt. These files will be used by redis docker container to generate 
streams.
 

Let’s execute the script to execute streaming data from redis to spark master.  The dependencies 
required for spark is mounted on /master/lib folder in spark master. These dependencies consists of 
jar files required to read redis streams in pyspark. 
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Copying jar files to ./services/spark/dependencies folder which is mounted as /master/lib in spark 
master.

 
The python script to execute streaming reads streaming data from redis host, it’s host ip can be seen 
from bridge network. For redis-docker IP address is : 172.18.0.4
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The python script is summing the delay time for positive flight delays, the number of rows provided
in each stream and the month of flight date. The script is following: 
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Now copying the script in ./services/spark/py-scripts/ folders which is mounted on /master/scripts 
folder in spark master. 

 
Connecting to the spark master terminal and executing the script for streaming.
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Now connecting to the redis docker container to send streams to spark. It consists of stream-
data1.txt and stream-data2.txt as the redis streams for November 2018 and December 2018. The 
data is mounted as /var/www/html in redis docker. 
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Using the cli to check the potput saved in redis table. Keys * lists all the keys created in redis. All 
keys starting with aygAverage are created by streaming. So saving all these results in stream-
output.txt file. The output file will be saved in mongo-app folder in disk as /var/www/html is 
mounted for it.
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IV- Serving Layer
The last step is to create the serving layer which will show the results from batch and stream layers. 
To create a serving layer, jupyter notebook image is used in container. The updated docker-
compose.yml is adds the jupyter image as below:

44



 
Now executing docker-compose –build

 
The jupyter docker container is up and running on the url provided below:

45



 
Navigating to the jupyter notebook on the url provided.
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Now uploading output files in jupyter. These files are save in mongo-app folder which is mounted 
in the jupyter container. 

First saving HDFS batch output file in mongo-app folder by:

 
The stream-output file in already saved in mongo-app folder as previously shown. Now uploading 
these files in jupyter notebook. 
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Finally creating new notebook to display results from the batch and stream layers. 
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5. Results
I was able to complete the lambda architecture and list few commands for redis lab. Multiple 
containers on the same network through bridge network. A custom bridge network-tazeen_bridge is 
created for communication. The results of lambda architecture are displayed in jupyter lab. It can be
seen by the map/reduce job that average delayed flights time is around 36 minutes for year 2018 
and around 37 minutes for year 2017. There is not a lot of delayed time in flights in both years. 
More such analysis can be done for more years. Streaming job has been quite fast and results are 
saved in redis quicker.  

Problems face  d:  
It was difficult project because of different layers and communication. Each step was challenge and 
working alone increased the difficulty. Understanding communication with hadoop and mongo 
database, then creating a map/ reduce job, communication with redis and spark then showing results
in jupyter lab. I had difficulty in understanding each step and had to search a lot. Spark SQL and 
queries are quite difficult and new to me. I had spent a lot of time to understand each process and 
execute it. There were also problem due system resources, a lot of time was required for huge data. 
Script execution would stuck and need to start again for large data. Overall it was a lot of learning 
but very difficult to implement. It took a lot of efforts and time to complete it. 
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